
1 
 

 

 

 

 

 

 

The Puzzle of Learning by Doing and the Gradeability of 

Knowledge-How 

 

Abstract: Much of our know-how is acquired through practice: we learn how to cook by cooking, 

how to write by writing, and how to dance by dancing. As Aristotle noticed (NE 2.4), however, this 

kind of learning is puzzling, since engaging in it seems to require possession of the very knowledge 

one seeks to obtain. After showing how a version of the puzzle arises from commonly held views 

in contemporary action theory, I argue that the best solution must include the claim that 

knowledge-how comes in degrees. I briefly consider some implications for debates about whether 

knowledge-how is a form of knowledge-that. 
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Much of our knowledge is acquired through practice: we learn to cook by cooking, to write by 

writing, and to dance by dancing. As Aristotle argues in Nicomachean Ethics 2.4, however, this 

form of learning is puzzling. Learning is the acquisition of new knowledge, but someone who 

learns by practice seems to already know what she is seeking to learn. For if she doesn’t know 

how to act, then how can she engage in practice? Paradoxically, learning by doing seems 

impossible.  

In this paper, I present a modern version of the puzzle and I argue that the best solution to 

it requires us to hold that knowledge-how is gradable: one can know how to do something more 

or less and better or worse. I close by considering the implications of this conclusion for the 

debate about whether knowledge-how is reducible to knowledge-that.  

 

1. The Modern Puzzle 

The modern puzzle of learning by doing arises from the conjunction of the following three 

claims: 

Learning-How requires Ignorance-How (LIH): Necessarily, while S is learning how 

to Φ, she doesn’t know how to Φ. 

Learners Act Intentionally (LAI): At least in some cases of learning by doing, the 

learner intentionally does what she aims to learn how to do. 

Intentional Action requires Know-How (IAK): Necessarily, if S Φs intentionally, S 

knows how to Φ. 
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This is an inconsistent triad. For let c be a case where S is learning how to Φ. By (LAI), we may 

suppose the agent Φs intentionally in c. So, applying (IAK) yields the conclusion that S knows 

how to Φ in c; however, applying (LIH) yields the conclusion that S doesn’t know how to Φ in c. 

Contradiction. 

We must thus reject one of the claims; but it is hard to decide which. (LIH) is a 

straightforward application of the platitude that one cannot learn what one already knows. 

Therefore, it will not be questioned in this paper. 

That leaves (LAI) and (IAK), which are independently plausible. Consider (LAI) first, by 

focusing on a standard case of someone learning how to cook paella: someone has read a recipe 

about how to cook the dish and has tried the recipe a couple of times. She is now essaying the 

recipe without the aid of the book. Yet, since she’s not an expert, she often makes mistakes at 

this point while trying to make the dish (she overcooks the rice, or puts too little stock, etc.). But 

imagine a case where, at this stage, she succeeds well enough by taking the right steps. It is hard 

to deny that while she was cooking the paella, she was doing so intentionally. Our intuitive 

judgments therefore support (LAI). 

(IAK) has received extensive support among philosophers of action.1 A central attraction 

of the principle is that it explains why certain action descriptions cannot be instantiated as 

intentional actions (Mele & Moser, 1994; Small, 2012; Wolfson, 2012). Consider, for instance, 

the description rolling a six on a (fair) die. Although we often roll sixes, we never do so 

intentionally. Why so? An application of (IAK) provides an attractive explanation: we do not 

know how to roll a six, so we can’t do so intentionally. Imagine someone who did, such as 

 
1 For endorsements of the principle as stated, see Anscombe (1958, p. 88), Stanley (2011a, 2011b), Mele and Moser 

(1994), Small (2012), Wolfson (2012). Qualified versions of the principle are endorsed by Hawley (2003), Setiya 

(2008, 2012), and Pavese (2017a).  
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someone who learnt to take advantage of his superhuman ability to see things at slow speed to 

reliably know when to drop a die so as to get a six. Such a man would know how to roll a six, of 

course; but, by the same token, we would not balk at the claim that he can roll a six intentionally. 

In this way, knowledge-how and the capacity to act intentionally seem to sway together, as per 

(IAK). Even if we go on to reject the principle, we must account for this tight nexus. 

I evaluate the merits of these principles in further detail below. 

 

2. The case for (LAI) 

The strongest, and most principled objection to (LAI) appeals to the Anscombean (1958) 

principle that:2 

Practical Knowledge Principle (PKP): Necessarily, if an agent acts intentionally, she 

must know what she is doing (under the description under which she acts intentionally).  

For suppose (PKP) is true. In the imagined case, it seems plausible to think that the novice cook 

doesn’t know how to cook paella because her methods too easily fail to lead to success. Too 

easily are her beliefs about how to cook paella false. But knowledge requires safe belief, belief 

that cannot easily be false.3 Hence, the novice cook doesn’t know that she is cooking paella when 

she cooks the dish. By (PKP) it follows that she isn’t cooking paella intentionally. 

Many reject (PKP) by appeal to counterexamples, such as the following famous case by 

Davidson:4 

 
2 Abandoned for a long time in response to alleged counterexamples (such as considered below), the principle has 

received increasing support in recent years. Apart from Anscombe, defenders include Hampshire (1983), Newstead 

(2006), Rödl (2007, 2011), Small (2012), Thompson (2011), and Wolfson (2012), and Stathopoulos (2016). 
3 A more careful statement of a safety principle is as follows: 

 Safety: If S knows p, then in nearby cases where S believes p (or has a similar belief), the belief is true. 

Defenders of Safety include Ernest Sosa (1999, 2000), Timothy Williamson (2000), and Duncan Pritchard (2007, 

2008, 2009), among many others. 
4 What follows is from a passage in “Intending”. An earlier and more condensed formulation of the example appears 

in his “Agency” (2001a, p.50). A similar example is offered by Bratman (1999 [1987], p.37). 
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[I]n writing heavily on this page I may be intending to produce ten legible carbon copies. 

I do not know, or believe with any confidence, that I am succeeding. But if I am 

producing ten legible carbon copies, I am certainly doing it intentionally. (2001b, p.92) 

However, as followers of Anscombe have recently argued, the strength of this objection is 

questionable.5 For we saw that there are good reasons to think that one cannot be Φing 

intentionally if one’s success in Φing is overly accidental; but the carbon copier’s success seems 

overly accidental, too much like rolling a six with a die. Hence, there is pressure to think that the 

carbon copier doesn’t act intentionally. 

(PKP) should nonetheless be rejected. For as I have argued elsewhere ([redacted]), a 

version of Williamson’s (2000) anti-luminosity argument shows that the principle conflicts with 

deep-seated principles about knowledge. Here is a quick version of the argument:6 A person can 

transition from Φing intentionally to not Φing at all, and do so in such a gradual way that she 

would not be able to discriminate with respect to what she’s doing from one millisecond to the 

next. This means that at some point she will be in an epistemically hazardous situation, where 

her beliefs about what she is doing could easily be false. In such situations, even if she correctly 

believes that she is Φing, the confidence that this belief manifests would be improper, and would 

thus not amount to knowledge. This means that for limited creatures like us, it is always possible 

to Φ intentionally without knowing it. 

Finally, there are independent positive reasons to hold that the novice cook is cooking 

paella intentionally, reasons that Anscombeans should recognize. For Anscombe, an action is 

intentional (under a given description) just in case it enters into an instrumental order, which she 

famously characterizes in terms of a special sense of the question, ‘Why?’. Answers to this 

 
5 See Small (2012); Stathopoulos (2016); Thompson (2011); Wolfson (2012). 
6 This rendering of the argument is indebted to Srinivasan (2015). 
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question characteristically take the form ⌜I am Φing in order to Ψ⌝. Yet, we may suppose that 

the actions of the novice paella maker enter into an instrumental order of the relevant sort: e.g. 

she turns on the stove in order to heat the pot in order to cook the rice, etc. And, of course, she 

cooks the paella in order to eat it. Moreover, she ensures that the action takes this shape, 

following the structure of her plan, through her control and guidance.7 This contrasts with the 

carbon copier, who has been described as someone who may just “hope for the best” (Small, 

2012, p. 199).8 The paella maker succeeds on account of her agency. We should thus retain the 

already intuitive view that even the novice paella maker acts intentionally.  

 

3. The case for (IAK) 

(IAK) has been rejected on the basis of counterexamples like the following (Setiya, 2012): A 

bomb is about to explode, and a man who doesn’t know how to deactivate the device, 

nonetheless attempts to do so by cutting one of the many wires inside the device. Lo and behold, 

he succeeds in deactivating the bomb. This deactivation seems intentional under the description 

deactivation of the bomb, despite the fact that the agent doesn’t know how to deactivate the 

bomb. If this is right, the case is a counterexample to (IAK) 

However, there are good reasons to think that the luck involved in this case is 

incompatible with intentional action. Thus, compare the above case to the following one: a bomb 

is about to explode, but the designer has left a mechanized fair die. If a six is rolled with that die 

on the first roll, the bomb will be deactivated; otherwise it will explode. Suppose you roll the die 

and get a six. Have you thereby deactivated the bomb intentionally? Clearly not. Yet, this case is 

 
7 On the importance of guidance and control and guidance see Fridland (2014) and Stout (2018). 
8 For similar contentions see Thompson (2011), and Wolfson (2012). 
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structurally analogous to the previous one. So, something’s gotta give. I’m inclined to think that 

what should give is the judgment that the deactivator in the initial case acts intentionally.  

There is, in fact, an attractive error theory to explain why we may be inclined to judge the 

action intentional, without its being so in any sense of interest to philosophy of action. Gareth 

Evans (1982, pp. 129-132)  uses this error theory in a related context, noting that attributions of 

psychological states “have their home in the activity of interpreting, or making sense . . . of 

others” (129-30).9 Evans offers the following as an example of the phenomenon: “I go to a radio 

station and say that I want to register a complaint; I am told ‘Then you want to see Mr X of our 

legal department’” (130-1). Here we have a legitimate attribution of a desire; for there is clearly 

a sense in which, in the example, I want to see Mr X of the legal department. Nevertheless, I may 

have no idea who Mr X is, or that he belongs to the legal department—indeed, I may not even 

know what a legal department is! But there is also another clear sense in which the attribution 

would be false, one where we take desires to be representational states of the agent. For in this 

sense the agent lacks the requisite representational capacities.  

Call the first sense the ‘interpretational’ sense, and the second sense the ‘representational 

sense’. We can apply the distinction to attributions of intentionality. With respect to Setiya’s 

example, my contention is that the claim that the bomb-deactivator acted intentionally is true 

only on the interpretational sense; but it is the representational sense that is of interest to us. For 

it is the representational sense that is clearly at play in theses like (IAK). This thesis is utterly 

hopeless under the merely interpretational sense.  

 
9 Although the passage is specifically about linguistic attributions, the previous sentence, and the ensuing context 

makes it clear that Evans views this as part of a much larger set of attributions. 
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That said, I shall go on to propose a modification to the thesis. This is also what Setiya 

suggests, so I want to close this section by considering his proposal:10 

IAK-Setiya’s Version (IAK-SV): Necessarily, if S Φs intentionally, S knows how to Φ, 

or she knows how to do something by which she Φs. 

The problem with this principle is that it fails to explain why the person in my modified bomb 

case (with the mechanized die) doesn’t deactivate the bomb intentionally. For she does know 

how to do something by which to deactivate the bomb, namely roll the mechanized die. So even 

those moved by Setiya’s case to reject (IAK) should also seek a different solution. 

 

4. Solution by Degradation 

My solution is predicated on the contention that knowledge-how is gradable: You can know how 

to do something somewhat, more or less well, excellently, or badly. This may seem like an 

innocuous claim. After all, the following seem like perfectly legitimate attributions of 

knowledge-how: 

(1) Valeria knows how to run well/badly. 

(2) Ann knows how to swim better than Bob. 

However, for reasons to be considered shortly, some philosophers deny that knowledge-how is 

gradable. It is in this context that my proposed solution to the puzzle of learning by doing 

acquires significance.  

So, how does recognition of the gradeability of know-how help with the puzzle? It helps, 

because it enables us to see the process of practicing as one where one gradually knows more 

 
10 Setiya briefly notes the possibility of an alternative principle along the lines I defend below (p.286n3), but he does 

not explain or defend it in any detail. Moreover, it is clear that (IAK-SV) expresses his considered view, as he uses 

this principle to present a distinctive proposal about the nature of knowledge-how. 
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and more how to do the thing in question. On my proposed solution, then, when an agent learns 

by doing, she starts out by not knowing at all how to do what she wants to learn how to do. At 

this point, her actions are not intentional under the relevant descriptions (though perhaps, they 

are intentional under the description trying to do such and such). At some point, however, 

practice leads her to acquire enough knowledge-how that she can start acting intentionally. Our 

novice paella maker fits this bill: she knows how to cook paella, but not well. As such, she can 

intentionally cook paella, but she must keep practicing if she wants to learn how to do it well.11  

More generally, I am suggesting that to solve the puzzle we should understand (IAK) to 

be degree-sensitive, as follows: 

(IAK*): Necessarily, if S Φs intentionally, S knows how to Φ (to some degree). 

The modified principle explains how someone can Φ intentionally, and still be engaged in a 

process of learning how to Φ by Φing. Such a person has enough knowledge-how to act 

intentionally; but she can engage in a process of learning because she can gain more 

knowledge.12  

 This solution requires only minimal modification to the letter of the principle, and it 

preserves its spirit. For (IAK*) allows us to see why it should be that intentional action and 

knowledge-how go hand in hand, such that it is impossible to act intentionally without (at least 

some) know-how. We cannot roll a six intentionally because we do not know at all how to do 

so.13  

 
11 Among others, I take it that this will require strong counterfactual success (Hawley, 2003). 
12 Of course, the claim also requires a corresponding modification to (LIH), as follows: 

Learning-How requires Ignorance-How* (LIH*): Necessarily, while S is learning how to Φ, she doesn’t 

know how to Φ. 

This modification is innocuous, and respects the platitude that supports (LIH) (you can’t learn what you know). 
13 There are, in fact, two ways to go here: First, as I am suggesting in the text, we may content ourselves with the 

claim that some level of knowledge-how is required to be able to Φ intentionally, and deny that we have any 

knowledge-how to roll a six on a die. Alternatively, we may identify a certain threshold of knowledge-how to Φ that 

one must meet to be able to Φ intentionally. This would allow us to say that we may have some degree of knowledge 
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 It is hard to think of an alternative solution that will solve the puzzle of learning by doing 

in an equally intuitive way, while preserving the spirit of the initial principles. I therefore 

conclude that the best solution to the puzzle is to replace (IAK) by (IAK*). 

 

5. Implications for Intellectualism 

What has been identified as the best solution to the puzzle entails commitment to the claim that 

knowledge-how is gradable. As noted, this is a controversial claim. The reason is that, going 

back to Gilbert Ryle (1949), it has served as the basis for a powerful against intellectualism, the 

view that knowledge-how is a form of knowledge-that.14  

Ryle argued as follows: 

(3) Knowledge-how is gradable. 

(4) Knowledge-that is not gradable. 

-------------------------------------------------------------------- 

(5) So, knowledge-how is not a form of knowledge-that. 

Ryle’s grounds for (3) and (4) were linguistic. He noted that whereas sentences like (1) and (2) 

above are perfectly fine, sentences like (6) and (7) are infelicitous. 

(6) ??? S knows badly that A runs in the morning. 

(7) ?? Ann knows that Bogota is in Colombia better than Bob. 

This suggests that knowledge-how is a gradable attribute, whereas knowledge-that is an absolute 

one. As such, we cannot identify the one as a species of the other, as intellectualists wish to do. 

 
how to roll a six, but deny that it meets the relevant threshold. Because I do not think we have any knowledge of 

how to roll a six on a die, the first strategy seems adequate; however, there may be other cases or considerations that 

may call for the second strategy, so I remain open to it. I thank [redacted] for helpful discussion on this question. 
14 I am preserving the Rylean labels; but see Bengson and Moffett (2011) for a different proposed terminology. 

What I am calling ‘intellectualism’ they call ‘propositionalism’. 
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As an alternative, Ryle proposed that knowledge-how is a certain kind of capacity.15 Since one 

can have capacities in varied degrees, this anti-intellectualist proposal seems to explain the 

gradeability of knowledge-how. 

In response to these arguments, intellectualists have questioned Ryle’s interpretation of 

the linguistic data.16 Ryle’s argument assumes that the gradable adjectives in sentences like (4) 

and (5) must modify ‘knows’ or ‘knows how’ (taken as a unit), so that, ascending semantically, it 

is the knowledge that is gradable. However, there are good reasons to deny this, and to hold 

instead that these adjectives modify other parts of the sentences. For instance, Stanley (2011) 

suggests that they modify ‘how’ (so, ascending semantically, ways of doing things, in his 

preferred view).  

I believe this strategy successfully undercuts Ryle’s linguistic argument for (3). However, 

it does not help to answer the challenge that my argument raises. For I have argued that we must 

admit that knowledge-how is gradable to solve the puzzle of learning by doing. This is an 

argument to the best explanation relying on general principles about the nature of learning and 

the relationship between knowledge-how and intentional action. As such, the proper semantics 

for sentences attributing knowledge-how are besides the point. 

Since intellectualists tend to grant the truth of (4), the claim that knowledge-that is 

absolute, the argument in this paper would thus seem to constitute a problem for intellectualism. 

To close, I would like to briefly show that the problem might not be insurmountable. 

 
15 On Ryle’s views, see Hornsby (2011); Kremer (2017a, 2017b). As these authors make clear, it is a mistake to 

think that Ryle was proposing that knowledge-how is a non-rational capacity; rather, he was seeking to show that 

rationality extends beyond the realm of propositional attitudes. 
16 See e.g. Stanley (2011a, pp. 34-35) for this response. The most sophisticated version of it is by Pavese (2017a). 
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First, there is the possibility of reconciling intellectualism with gradeability by rejecting 

(4) rather than (3). This strategy gains support from the observation that gradable adjectives can 

felicitously modify attributions of other forms of knowledge-wh, as in: 

(8) The guide knows where the pyramid is better than us. Let her guide us! 

(9) God, in many respects, knows better what belongs to the punishment of sinners than 

departed souls.17 

Of course, like Ryle’s linguistic argument, this doesn’t on its own show that knowledge-wh is 

gradable (the argument would require a semantic analysis showing that the gradable attributions 

in these sentences modify ‘knows how’). However, it makes the position rather attractive. For it 

is not clear what, other than knowledge-wh could be the subject of these gradable attributions. 

Although we can make sense of the idea that ways of acting are gradable, we can hardly make 

sense of the idea that locations (the content of the knowledge-where attributed in (8)), or deserts 

for punishment (the content of the knowledge-what attributed in (9)) are gradable. And if, as is 

standardly assumed, knowledge-wh is reducible to knowledge-that, then we would be within our 

rights to reject (4).18 

 Another strategy would consist in identifying a way in which knowledge-how might be 

gradable while still being a form of knowledge-that. This is a place where we may benefit from 

discarding the labels and focusing on the phenomenon. For Ryle assumed that his thesis that 

knowledge-how is a capacity was incompatible with the view that knowledge-how is constituted 

by knowledge-that. This is a highly questionable assumption.19 We could challenge the 

 
17 From Edwards (1844, p. 332).  
18 See Pavese (2017a) for a sophisticated semantic analysis of know-wh attributions in terms of answers to 

questions. 
19 To see this, suppose that you are an intellectualist, and you hold that knowing that p consists in being able to Ψ for 

the reason that p (where Ψ ranges over intentional actions among others), as John Hyman (1999, 2015) holds. Then 

you would be committed to the view that knowing how to Φ consists in propositional knowledge; but since you hold 
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assumption by focusing on a view such as Evans (1981; 1982, ch.6) defends about the nature of 

demonstrative knowledge. Evans held that demonstrative knowledge (e.g. knowledge that that 

object over there is moving), is constituted by certain capacities; in particular, capacities to keep 

track and appropriately react to information received from the object of one’s knowledge (e.g. 

that object over there).20 

 If such a position proved tenable for the case of knowledge-how, it would have the 

resources to explain its gradeability in terms of the development of whatever capacities were 

taken to be constitutive of such knowledge. It is well beyond the scope of this paper to elaborate 

this position, but it seems prima facie attractive to me.21 What is more, the modest results of this 

paper suggest a strategy to determine the shape that such an account should take. For we may 

look at the nature of practice and the capacities that are gradually developed therein to help us 

identify the capacities that, on this view, would be constitutive of knowledge-how.22 
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